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[Abstract]

This paper presents the design and implementation of a PostgreSQL-Milvus data pipeline for Korean
semantic search applications, including ontology-oriented services. PostgreSQL 18 is used as the source
of truth for managing structured data and dense embeddings stored through the pgvector extension.
INSERT, UPDATE, and DELETE events are captured by Debezium and delivered through Kafka to a
dedicated Milvus consumer, allowing changes in PostgreSQL to be propagated to Milvus. For Korean
information retrieval, the pipeline incorporates the BGE-M3 multilingual embedding model, which
generates 1,024-dimensional dense vectors, and the textsearch ko extension based on the mecab-ko
morphological analyzer. A PostgreSQL-based hybrid retrieval function combines dense and lexical
rankings using weighted reciprocal rank fusion within a single SQL statement. As a component-level
evaluation, the retrieval effectiveness of the PostgreSQL-based hybrid search module was examined
using an evaluation subset constructed from MIRACL-ko, consisting of 1,500 passages and 100 queries.
Dense vector retrieval achieved Recall@10 of 0.9466, Recall@100 of 1.0000, MRR of 0.7898, and
nDCG@10 of 0.8077. The weighted-RRF hybrid retrieval maintained comparable recall while improving
MRR to 0.8219 and nDCG@I10 to 0.8284. These results indicate that the proposed hybrid retrieval
module improves ranking quality over dense retrieval alone under the given experimental setting. The
end-to-end performance of the full PostgreSQL-Milvus pipeline, including propagation latency, failure

recovery, cross-store consistency, and scalability, remains to be evaluated in future work.
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milvus-consumer®] 87l ZAE|o]H7} vectordb A U
EYad ARt Aeoldel 7]E  ojx|:
Ubuntu 22.04.5 LTSo|H, SAE @ 7HJst 749 AR
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Table 2. Experimental environment

Layer Component Specification
Host 0S Windows 11 Home (10.0.26200,
Build 26200)
Host CPU 13th Gen Intel Core i7-1360P
(12C / 16T)
Host Memory 31.69 GB (32 GB installed)
Virt. WSL WSL 2.7.10.0 - kernel 6.18.33.2-2
- WSLg 1.0.73.2
Virt. .wslconfig memory=24GB, processors=12,
swap=16GB (see below)
Container Docker 457.0 (215387) - Engine 29.1.3 -
Desktop API 1.52
Container Runtime containerd v2.2.1 - runc 1.34
Container | Base image | Ubuntu 22.04.5 LTS (PostgreSQL
container)
Container Network vectordb bridge, 172.31.0.0/24, 8
services

2 AdoM e W dA 719E AAoA Ak
SA% 15AE Hofsle] §Uel
RRF(Reciprocal Rank Fusion) Bl
o g3 42l rri kel Agslolct Qg et
sentence-transformers  5.6.0 30N AlZEE=
BAAl/bge-m3Z AL8SIGion, Qg Welo] xge
1,0242 AAsHICE E3t normalize_embeddings =
Trueg A&t AHF HEIS A fefstict. deg A
g Al BiR] 327191 EMB_BATCH= 642, HloJE{tjo]A
A2] vjx] 37191 DB_BATCH= 50002 A7stict.

HE oldlAL PostgreSQLYF Milvuso]] b2 He g
TgsI9it. A% W7} 043l PostereSQLe] pgvector
A ol= M=16, efConstruction=256] HNSW QIHIAE
WSt A2l SRl 2A) Al Agsieic
CDC ol mefelo 2 57]stel Milvus 220l e
o}2ta]e]9] HNSW QIEIA S metric_type = COSINEC. 2
FESISICE M) 2 A B Tefolel of = 10002
Soick. Milvus 7I 24 A2t 2 7o) 3 w7t
Yol =dstA] okoltt. 719 AMS flsie A9
content WEZE Ft=xo] HIAE A MHAof wet Heket
content_tsvectorS XA Aoz A5t GIN QI
5T, o] 3ol mecab-ko%}
textsearch_koE AFg-stiCt RRF 7|9te] AN At g
dolM=  Sh=of A7A(Nts_config =
'korean')2 ALst, rrf_kE 6002 AXSIYCE HIE]
AL 719 AR 22 Al 1007]Y] 25 5
519 © H(candidates = 100, NCAND = 100), 2|&A0g
A9 10071] ZTH2 ¥RISHES top_n = 10002 A4
sloict.

o dn

_4

A=
==

HAE AHAM
= u’

2. Retrieval Methods and Evaluation Metrics

2 A7oAE ok A 1Rl 7 e ulamstolc

AR, Vector retrieval2 BGE-M37} A3t 1,024At
@ YA HE<QL PostgreSQLY] pgvectors ©]-&sttt
[15). £41 WER= HNSW Q22 p4sigon, 9ld)
A M Al M=16, efConstruction=2562 A-2s519ct A
olot B4 Aolo] GAFEE FAR! 72]2 o] &sto] A
stairt.
=A), Keyword retrieval2 mecab-ko FEj4 47|
| 7193t textsearch_ko ZwdAS o] gstth4]. 29
S JH~ U= 243 2 OR FA9 tsqueryS +d3t
5, ts_rankg olg5to] 2N Aol 2912 Az
wA19] tsvector ZH o= GIN AIHAES A-E5ICh

AR, Hybrid retrievale S8 Mz} of2] GAo]A
WHE £ 29 252 715 RRF Y402 ZYFICHIOL
RRF 33 44+ k-6002 ¥sigion], A% Aat

AA A (D)ol AMAIE score(d) 2 AFERIT

=2

Table 3. Metrics for retrieval performance

Metric Definition Interpretation | Range
Recall in
Rel t t
Recal@10 e.evan qoc.umen s top-ranked 0-1
retrieved within top 10
results
Relevant documents .
. o te-set
Recal@100 | retrieved within top Candidate-se 0-1
coverage
100
Mean reciprocal rank | Position of the
MRR of the first relevant first relevant 0-1
document result
ADCG@10 Normallzed.dlscou.nted Overall rgnklng 0-1
cumulative gain quality

M 7352 Table 30 AAIE Zlat 20| Recall@10,
Recall@100, MRR ¥ nDCGEZ o]g3to] H7}steict.
Recall@k= o8 W A 7Hdl 49 k7lie] 24 4
ol z2gtd W ZAM9Y vlgs 573 MRR(Mean
Reciprocal Rank)2 A1 #iAf o1 S47F S4°F &2
AHE Ao HAlof dis Hatet os, ¥ TA7F 4
AR ZANE ARlof Lot He] UEREAE eI 22
2 nDCG(normalized Discounted Cumulative Gain)=
WA A7 9ol Wik o =2 7HERIE R

ofsto] A Autel HRMEY <9 F22 7RI

3. Results and Discussion

Table 4= MIRACL-ko25& 43t 1,5007] =+t
1007} 7ojo] 7} eflo]EjAloA] WE] ZAY, 03] A o)
715 RRF 7]5t sfo]82|e 7xio] 453 u]wst Auct,
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BGE-M3 7[gF ¥lE] ZAAL  Recall@l0 0.9466,
Recall@100 1.0000, MRR 0.7898 % nDCG@10 0.8077

2 71=8loict. o] & ATolN e Bt HolEle]
A 2 W gt R & ghro] B 2A1S A9 7
A Autol] 2 4 Q25 HOE:

9 mecab-ko 718t o]3] AL Recall@10 0.4059,
Recall@100 0.4070, MRR 0.3764 % nDCG@10 0.3707
2 e ARG e J5S o) ofjd Aulols

AR oOoo=z2

Ajetof oje} B 2k Alolo] ofg] BUK|, FAJe} of
o] s}, 2P 2] % Fela 24 AR KE Ul
Sol FL UBL k5ol Yok et B Aolal
Ao] 9ol Pela A 050 BE Y 2L 43
six] ooz, ofs] Aol e Yig 54 Yalsto

2 Ple ofde

7Fs- RRF 7]gt sfojd2|t HALS Recall@10 0.9471,
Recall@100 1.0000, MRR 0.8219 ¥ nDCG@10 0.8284
S 7I5stgoh HE  gAat HjwshE  Recall@l02
0.0005 37FstA 1L Recall@1002 sUstAl A=A
gt MRR2 0.0321, nDCG@10+= 0.0207 575t

Table 4. Retrieval performance on the MIRACL-ko
evaluation subset

Method Recall@10 | Recall@100 | MRR | nDCG@10
Vector
(BGE-M3) 0.9466 1.0000 0.7898 | 0.8077
Keyword
(textsearch_ko) 0.4057 0.4070 | 0.3764 | 0.3707
Hybrid
weighted RRF) | 09471 | 10000 | 08219 | 08284
Table 5= slojHg|t 73ARo] WIE = fju] dop}
JWMEIQI=R]S UERATE Recall@10xt Recall@lOOt
HlE] 7} oju] Afsto] &5t} ZjA=Zo] uju]str|ukzizt
+0.0005, +0), =47 #7442 57sk= MRRY nDCG@10

L 717t +0.0321(+4.07%), +0.0207(+2.56%) SFAFE]Qict.
Z, BGE-M3&|™ 7}t th=o] Ay o= FEjA
718t 0]3] AL 7} RRFZ Adrsto 2 i Ake] AM #A

o] 9] B4S sk ATkg By
Table 5. Improvement of hybrid retrieval over
vector-only retrieval

Metric Vector Hybrid A (abs.) A (%)
Recall@10 0.9466 0.9471 +0.0005 +0.05%
Recall@100 | 1.0000 1.0000 +0.0000 +0.00%
MRR 0.7898 0.8219 +0.0321 +4.07%
nDCG@10 0.8077 0.8284 +0.0207 +2.56%
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V. Conclusions

2 AFoAE
3t PostgreSQL-Milvus ©oJg| mpo]zmatol s A
FoAstt. Al A ARS PostgreSQLE A3 To]Eet
d Telsks ¥8 7IE AFAR  ARSSiL
PostgreSQLOY|A] &285H= ToJE] ¥7& Debeziumt
KafkaE &off Milvuso] ALstes /dsieict o5 &
5 Y& coleo] EsNAG Ta] AlST HE A A
=2]otal, PostgreSQLS] ¥7 U823 Milvuso] oHIE
7lRto g2 AYE 4 9l o715 Hlole ARA AX o)
B g AAlstSCE.
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A Gats BAsIch BGE-M3 7N Wl ZMe
Recall@10 0.9466, Recall@100 1.0000, MRR 0.7898 &
nDCG@10 0.8077& 7]=35t9ct. 715 RRF 7]8t sto]Ba]
E M2 Recall@10 0.94711} Recall@100 1.000020.2
A AP&S {AISHEIA, MRRI nDCG@10E 217}
0.82199} 0.82842 FAHAIZICE o] B AAol4 g5t
B2 S04 Hefa 7]t 013 ARt By HE 7ol
A9 At 45 BYstol, MRRYF nDCG@107} 774
4.07%2} 2.56% =oM]= AMg B332 oulgitt

£ 9] 29 7loj ohgat o] gl 4 k. A

A, PostgreSQL, Debezium, Kafka I MilvusS A5t
of TAIY dloly 2ol g ZA AS-2 22lgh goly

no]mafelg MAlst T ZiEfol s|uto 2 n@siec) 5
A, BGE-M3 719t 2% #e] Z214%a} mecab-ko 713t o]
% 22 715 RRFZ 23912, o2 99 SOL Qe
olaz AFete Aol sloluele HA Jlg st
ek A, MIRACL-ko 718t 7} do]EjAlS o] &-5tof
sfolugle 24 REg FAHoR it WE A
o w2 APLE SAISHIA 9] 24 Akl 29 B
2 W % 918 e SISl

o 2 Qe ¥ ok S ShEch A, A A
S471= MIRACL-ko XA Zm A7} ofzat 1007] A9
QF 1,5007] o2 JASH 4 HI} to]gHAlS thAt
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