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Data sharing techniques between GPU processes to avoid duplicate
loading of data in GPU memory

Jihun Kang'

Professor, Department of Computer Science, Korea National Open University

2 % o GPU(Graphics Processing Unit)ollA] o8] Z2AM|A7 5Lt 917] A& dlo|EE /¥ FAslH GPU
vz 2] ARgFa H2D(Host-to-Device) A% Bl-§o] F7I81th & A4e 59 ¥ DAV 589 3-8 HolHE &
H AR5t CUDA IPC(Inter-Process Communication)2 &-35H= 7|HS Aketct. XM=& API(Application
Programming Interface) A= 593t cudaMemcepy() T&2 A AMeje} T2 A|A 8o wet 2z A £ =
AAHE gRlo = APjgict. FE-HE FA Ao T-& tlolE 9] =84 GPU e ARG T2AA 27]9} 47

oA 22 50%2}F 75% HAsHTh vl &% AA 249 204 HlwolA 59 AA A2 BF GPU HEE RFH08
Anjgiont Aot WAL BE Agsttt. F-& HolE st AAE AdeolA 256 MiB, 512 MiB ¥ 1 GiBY] <% GPU
FH] AZRE 42 95.74%, 97.93% 9 98.92% HAAsIATE Ad A Aol wv|gen A4t Axt ELA]= gtk

ZFHO : GPU HWZE F45, oF Z2ZAA HFY, CUDA IPC, API 34, dolg AA-E-

Abstract When processes load identical read-only data onto one graphics processing unit (GPU),
memory use and host-to-device transfer costs increase. We propose loading registered data once
through a central manager and sharing them via CUDA inter-process communication (IPC). Selective
application programming interface (API) interposition handles the same cudaMemcpy() call as initial
loading or reuse confirmation based on object state and process role. In matrix-vector multiplication
experiments, logical common-data memory use decreased by 50% and 75% with two and four processes,
respectively. Across four capacity-boundary configurations, independent loading failed with
out-of-memory errors in all 20 paired trials, whereas the proposed method completed all workloads.
With data resident, subsequent preparation time decreased by 95.74%, 97.93%, and 98.92% for 256 MiB,
512 MiB, and 1 GiB. Kernel performance remained comparable, with no result mismatches.

Key Words : GPU Memory Sharing, Multi-Process Computing, CUDA IPC, API Interposition, Data Reuse
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(Table 1) Comparison of GPU Sharing and Memory Management Approaches

Study Sharing / ) Independent Integration CUDA IPC Memory Effect| H2D Reuse Main Constraints
Management Unit Processes
MuxFlow [3] | GPU resources Yes Runtime hooks Not gonﬂrmed from Quota control | Not targeted MPS / interference
available sources
InSS [4] GPU resources Not gonﬂrmed from Scheduler ” Not targeted Multi-GPU inference
available sources
FineST [5] GPU resources ” Scheduler 4 ” ” Inference latency
Woo et al. [6]| Context / data Mode~ Threads / ” Context sharing ” Edge / contention
dependent processes
vTensor [7] Sub-tensors Not targeted Memory layer ” Offloading ” Training / swapping
TensorShare Training jobs Not qonﬂrmed from Scheduler ” Not targeted ” Prediction / SLA
[8] available sources
Chen et al. [9]| Training tasks Yes Profiling ” ” ” MPS / profiling
V|H:|rrLEt1)g] et GPU resources Yes Configuration ” ” ” Hardware / mode
Direct CUDA Allocation Yes IPC code Yes Shargd Application-man Lifetime control
IPC [1,2] allocation aged
Proposed | Read-only object Yes flegtration Yes Sharsd State-based |[Same GPU / API limits|
hooks allocation
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[Fig. 1] Overall Architecture and Module Interactions
of the Proposed GPU Memory Sharing System
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Algorithm 1: Shared Object Creation, Loading N
’ ' 51 34T} H|m HIiAl
Reuse, and Release 5.1 &% 2Zu i YA
1 UseS.haredObject(rgquest) { Q%J% 1:’_]'0&] GPU /\11;]1% l&ﬂz;]' 9]1;(] Lz 71 26‘]—
2 object = FindObject(request key); P B
3 if (SizeMismatch(object, request)) %Z'ﬂ %1'730“" T80 9&0 s 6]']:0]019']' /\‘U‘E‘clq](ﬂ El'
4 rgturn S|ZE_M|SMATCH§ : : 76]‘% <Table 2>.L]' 7]—]:]_ c]).]j .‘E‘.il\ﬂ/\“: %.‘._;_(ﬂl CUDA
5 (object, role) = ResolveObject(object, request);
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11 WaitUntillnUse(object); - ot
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