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Abstract

Cascading failures caused by non-linear dependencies in microservice clouds expose critical limitations
in reducing MTTR through single-metric monitoring [3, 9]. To achieve autonomous cloud fault mitigation,
this paper proposes: (1) an Adaptive Gating Cross—Attention alignment scheme integrating multimodal
telemetry (metrics, logs, and traces); and (2) a hardware ISA-aware mixed-precision (W8AS/W4AS)
lightweight serving framework for sub-3B sLLMs. Evaluated on 120 incident cases, our multimodal
integration (M4) on Qwen2.5-Coder-3B achieves a 79.2% component localization rate and a 77.5%
root—cause accuracy. Furthermore, on a commodity CPU, our approach resolves the dequantization latency
inversion caused by uniform low-bit quantization (INT8 264.40ms), stabilizing inference latency to
171.86ms (a 35.0% reduction). This provides a practical foundation to economically implement sub-second
autonomous fault diagnosis and mitigation SLAs on-premises without security leakages.
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E 1. BERIE| A 3 w2 ggled RCA Ms "I (1202)
Table 1. RCA Performance Evaluation by Modality and Backbone Mode! (120 Cases)
ReelE A B H7t A E Qweﬂ&i%}ff)der% Llama-3.2-3B Phi-3.5-mini
MI: Partial (%) 0.0% (0/120) 0.0% (0/120) 0.0% (0/120)
g HEZ AAY
(Metric Only) [3, 9] Correct (%) 0.0% (0/120) 0.0% (0/120) 0.0% (0/120)
M2: Partial (%) 81.7% (98/120) 0.0% (0/120) 10.0% (12/120)
HEZ+EIAE 27
(Metric+Log) [3. 9] Correct (%) 69.2% (83/120) 0.0% (0/120) 0.0% (0/120)
M3: Partial (%) 60.0% (72/120) 0.0% (0/120) | 100.0% (120/120)
HEZ+EY o] =
(Metric+Trace) [3, 9] | Correct (%) 0.0% (0/120) 0.0% (0/120) 0.0% (0/120)
: “ H arti 0 .20 .00 0%
M4: Al 71 Partial (%) 792% (95/120) | &3.3% (100/120) | 100.0% (120/120)
(Metric+Log+Trace 3%
A2 [3, 9] Correct (%) 775% (93/120) 83.3% (100/120) | 100.0% (120/120)

FP16(150.66ms) thH] oF 1.78) A|do] F7lake=
a4 #4 (057x7059x)s HERHEh o= A&
A5 7HE frulo] mH|g W8 CPU $H4olA &
st g A AH T AE FEATHOE
A gtsl= HEbY 9YAst  (Dequantization)
QI =7t HIE7] o).

2. Layer-level Mixed-Precision®] A¥AAIZF
ol b ARFe [SA JIAY &3 AE%
(Attention W8AS + FFN W4AR)& EZ9 A
W Eis-— 171.86ms = ] A| 3} o] 97

AR, vlgd #S5M2) Aol e A5 A
A(Robustness)o]th, ES =D W4 502 EF
o|2~7} FE&EHE= M2 7oA Llama$t Phit
Al FHHE 0.0%= A Ak v Qwen
T=o 2 60.2%(83/120)0] =& AHES EATh
=4, Lxdux AF @A 14 FFolth
Phi(3.8B)x= 2z u]~ Y Ak 7&

ol  rAE ZIITh A, A
[aC(YAML) ¥+ == A o 9 g 2

- 194 -



2026 9 AT EQOE

da ==X H22# H3=

INT8(264.40ms) thH] 35.0%°] A4F A AAZE
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B9 AUnE B

AP £HE Ak

stgom, [¢are]F 119 Hessian 954 9%

3l FP16 ¥ div] 982% o]’d¢] RCA ¢

zqghze o]-quq o g HZEILS 3slo]

T T2 T1ouw

1513

3 Shualo] 1SA 94 AN B Ak 5

52101 ISA A9 o]
Sk A4S A A

=
=
oA An A&

& AS 999 Avls

NPU(BIit-Serial MAC) % GPU(Tensor Core)

87 =90 A Ak el
M AR ¢ 98 AL,
!

shedlol A0 Af 2 F

|

Xé‘?zJ—E— A

2249 A5A 4

A9 Avke [ 209 2.

i, ZEAM At 5A4&
tuglES st

120719 dltE AANHE dlolEAla B4o]
3B sLLM ¥ 2-& tidom g d3dS F,
3% dlolg 23 (M4) A Qwen25-Coder-3B 7|
= Partial 79.2%, Correct 775%E 24d3sto] o
o dyvEe div] ¥4 AYgEE FHoE )
Aghs gl w3k W8 CPU 4ol &
Ay }—E —.%]q 7‘13]‘5 ka}ﬁrJ Odokxb‘}

o2
X
P

[e]

=1-

Z
0
?2
nT
)
e
;L
K
c?
=
o,
N
o2l
m
10 ry _!}ﬂ i

H = 171.86ms

g5 AGo|A= Apache TVM [13] H
NVIDIA TensorRT AL = A5}

¥ 2 MUz gy X2l M| 3 =2 X (CPU &4)
Table 2. Resource Utilization and Inference Latency by Precision Scheme (CPU Environment)
AT TY me 7}%i]/%"*é#§} EZ9 A | Peak VRAM ]?i» VRAM
AUE vy (GB) AlZE @=H] | A3k (%)
3 A=
FP16 (Baseline) Layeer_x]‘;ifl | 1506ms | 0 (CPU) 1.00x 00%
) Layer d A%
Uniform INT8 264.40 ms 0 (CPU) 057x N/A (CPU)
WSAS8
z A=
Uniform INT4 [8] Lay\e,é 4&3] %49 ms | 0 (CPU) 059x | N/A (CPU)
AlE 714 (ONNX Attn(W8A8) +
Mixed-Precision) [S] FFEN(WAAS) 171.86 ms 0 (CPU) 0.88x N/A (CPU)
ONNX 1Ak O s e L ES

6. Z& (Conclusion)

NPU(Bit-Serial MAC) % GPU(Tensor Core)®]
44 GEMM sho]Zeielo] 214 wiRlgdd Al
ot} o]& F3 CPU 3749 AY¢Ast onjs=
g =9 AZA wjAlste] B2 A[AS
50ms o Z w@Eshar, AHl AHE 53
AN A8 F&(TOPS/W)2 B7Hte =M A4
A A&7V E T A5 oot

ol
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